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 Scale up: Eva pnxavnuo vpnAwv tpodlaypadwv Kot
vPnAnc aflomiotiac =P ekBeTIk aVEnon KOOTOUC

 Scale out: Mo cuotada punxovnuUATwy
atoteAOUEVN ATIO ATTAOUC UTTOAOYLOTEC UETPLOG
aélomiotiac (commodity hardware) = ypappikn

To 6 O\ﬂ LLLLOL aU&non KOGTOUC
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Edappoyec mouv Asttoupyolv edpooov ta
dedopeva «xwpave» otnV KUPLOL VAN TOU
urtoAoylotn (armAd tpoypappata o Python, 9
. R, Java, C, C++, ...)
H evvola tn¢

K)\LLJ.O(K(UO'I'] G Epappoyeg mou enutpenouv “out of core”

OTO eneéepyaoia (Baoelg dedopevwy: Oracle,
, DB2, MySql, ...)

AELTOUPYLKO

ETUTEDO

Epappoyec mou pmopouv va KAVouV Xprnon
LeyaiAou aplOpou xopunAol KOOTOUC
urtoAoylotwy (scale out)




210 napeAOAv: Av n Stdotaon tou poPARUATOC Elval n
TOTE {NTEltO aAyopLOpoc mou va eTAUEL To TPOPBANUO OE
TLOAUWVU KO XpOVO (SAS ekteAWVTAC TO TOAU N
AELTOUpYLEC e k pa aplOpntikn otaBepa)

H éVVO LOL '[r‘l q Zipepa: Av n Stdotaon tou mpoBAfpaTog elval n TOTE

4

(nteitatl aAyoplBpog tou va erAUEL To TPOPANUA OE nT

A
K)\Lua KWO r] q XPOVO OTou ¢ eival éva peydho TARB0C UTTOAOYLOTWY TOU

Hrtopouv va dtateBouv (6AS {ntouvtal MOAVWVU LLLKOL

a)\_v O p [_e HLKCIX aAyoplOpot tou va propouv va rtapaiinionownBoulv)

210 pEAAoOV (ocUvtopa): streaming 6ebopeva (dedopeva rou
£PXOVTOL CUVEXWG), ELVOL TIPAKTLKO VA YIVETOL EVal LOVO
nepaopa ano ta dedouéva, amodeKTr) ToOAUTTAOKOTNTA
Hrtopel va eival to oAU O(nlogn)




Apache Hadoop

* To Hadoop eival €va framework mou emutpemnet
NV anobnkevon 6e6oUEVWVY KAl TNV
napaAAnAn exkteAleon epapUOYWV OE CUCTAOEC
armAwv urmtoAoylotwv (computer clusters)

e Baowad vntoovotipata tov Hadoop sival ta:
* HDFS
* YARN
* MapReduce

* Eival open source kal £xeL peyaAn amodoxn
(Yahoo!, Twitter, Amazon, Facebook k.a.)

Baown 1&éa: Metakivnon Twv
UTTOAOYLOUWV oTa SedopEva

http://hadoop.apache.org/
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Apache Hadoop Ecosystem
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https://www.edureka.co/blog/hadoop-ecosystem
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HDFS (Hadoop Distributed File System)

* To HDFS elval éva KataveunUévo HDFS Architecture
oUOTNMO OLPXELWV TTOU TPEXEL TIAVW ATTO Haaatioda sy "emetiode
’ ’ ! . Checkpoint/Helper Node
To cvoTNUA apXeiwv evoc linux

OUOTNLLOTOC

Load Balancing, Replication, Scalable

* Mmnopel va amoBnkevoel peyaia apyxeio
0€ CUOTAOEC KOWWWV UTTOAOYLOTWV

E)ataNo] C)ataNodj DataNodj C)ataNode [f)ataNode
* Ta apxela 6€6OUEVWV OTIAVE OE UTTAOKG I

(128 MB) - em == = =

Data loading over disk

* KaBe pmAok dlatnpeital oe 3 (default)
avtiypada os S1adopouc UTTOAOYLOTEC

http://www.developer.com/db/getting-familiarized-with-the-hadoop-distribution-file-system.html
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Hadoop
YARN (Yet

Another
Resource
Negotiator)

* To YARN Asttoupyel w¢ evéLapeoo emninedo avapeoa oTLg

EPYOLOLeC TTOU TTpOKELTAL VO EKTEAEOTOUV Kol oto HDFS

Dpovtilel wote va yivetatl KAAR xprion TG UTTOAOYLOTIKAG
LOXUOG TNG UTTIOSOUNAC

* JobTracker (master)

* TaskTrackers (slaves) — éva ava datanode

[ ‘ BATCH INTERACTIVE ONLINE STREAMING GRAPH IN-MEMORY HPC MPI ‘g::::)
: ['_ (MapReduce) (Tez) (HBase) (Storm, S4,..)}| (Giraph) (Spark) {OpenMPI) (Weave...)

YARN (Cluster Resource Management)

HDFS2 (Redundant, Reliable Storage)




MapReduce

To MapReduce (Google 2004) ivat €éva UTTOAOYLOTLKO
unodelypa (computational paradigm/engine) rou
XpNOLlHoTIoLETaL EupUTATA YLa ATTOSOTLKN
KATAVEUNUEVN eMefepyaoia TAVW o€ PeyAAQ cUVOAQ
dedopévwy

ExteAeital og clusters umtoAoylotwy Kat emwddeAeitol
aro TNV umapén MoAAWV KOUPBWV 0TOUC OTIOLOUC
uropei va avatebel epyacia

O mpoypappATIOTAC XpeLdletal va ypadel duo
CUVOPTAOCELG YLO TNV QVTIULETWTILON KABE
npoPAnpatoc pe MapReduce: tn ocuvaptnon map Ko
Tn ouvaptnon reduce

To Hadoop MR amoteAet pio open source uAomoinon
Tou MapReduce mou neplhapBavetat oto Apache
Hadoop

A(‘I/(LIIQI'\II'\I‘ ’)nn/'

MapReduce: Simplified Data Processing on Large Clusters

Jeffrey Dean and Sanjay Ghemawat

jeff@google.com, sanjay @google.com

Google, Inc.

Abstract

MapReduce is a programming model and an associ-
ated implementation for processing and generating large
data sets. Users specify a map function that processes a
key/value pair to generate a set of intermediate key/value
pairs, and a reduce function that merges all intermediate
values associated with the same intermediate key. Many
real world tasks are expressible in this model, as shown
in the paper.

given day, etc. Most such computations are conceptu-
ally straightforward. However, the input data is usually
large and the computations have to be distributed across
hundreds or thousands of machines in order to finish in
a reasonable amount of time. The issues of how to par-
allelize the computation, distribute the data, and handle
failures conspire to obscure the original simple compu-
tation with large amounts of complex code to deal with
these issues.

As a reaction to this complexity, we designed a new

http://research.google.com/archive/mapreduce-osdiO4.pdf
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OL ouvVaPTNOELC Map Kal reduce Tou

MapReduce

* Ta tpoPAnpata «omave» o€ SU0 GACELC

* Map: ta dedopéva Tou PoBARHATOC
Staywpilovtal og Eeva PeTOEL TOUC CUVOAQ
TIOU TIEPLEXOUV gyypadeC TNS Hopdnc <key,
value> kal avatiBevtol oe Slepyaoiec mou
T PAYOUV ATOTEAECUATA ETLONG TNG
noponc <key, value>

» Shuffle (and sort): yivetal amnoé to Hadoop
MR — taélvopel kal opadormolet Ta
dedopéva tng map paonc

* Reduce: ta anoteAéopata tng Map daong
Tpododotouvtal o Slepyaciec mou ta
ocuvoilouv o€ PIKPOTEPO APLOUO
gyypadpwv

Map Shuffie Reduce

https://developers.google.com/appengine/docs/python/dataprocessing/
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[Tapadeyua Map-Reduce: Katopetpnon

AECEWV

* Mapadetypa tpofAnUATOC:
YToAOYyLOMOC TNC CUXVOTNTOC
epudavionc Ae€swv oe gva
OUVOAO TTOAAWV KELUEVWV

* O MPOYPALOATLOTNC TPETEL VAL
ypaeL plot map ocuvaptnon Ko
uLa reduce cuvaptnon

* To cuotnua opadoTmoLEL OAa TaL
(evyn UE To Olo evdlapeoco
KAELOL KAl TTEPVA TO GUVOAO TWV
(euywv OTn ocuvaptnon reduce

// key: évopa toU eyypdpou

// value: mepiLexépevo 10U egyypdpou
map (String key, String value)

for each w in value

I
I
I
I
I
I
]
: emitIntermediate (w,1)
I
I
L

// key: pLa AgEq
// values: pLa Alota and HETPHOELC
reduce (key, wvalues)
c=0
for each v in values
c = v



[Topadelypa KATAMETPNONC AEEEWV KELLEVOU

The Overall MapReduce Word Count Process edureka:

Input Splitting Mapping Shuffling Reducing Final Result
List(K2, V2) K2, List(V2)

K1, V1
Deer, 1

River, 1
Deer Bear River " Yl Cor(11) g Car3 g gear

Car Car River Car Car River

https://www.edureka.co/blog/mapreduce-tutorial
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Baowka frnpnata tov MapReduce

1. @optwon evog peyalou ouvolou eyypadwv oe * BApa Map

eva oUVoAo pUnxavnuatwy pe t popdn (key, « Ta Sedopéva elodSou Ywpilovtal oe THAOTA
value) * Ouworker nodes enefepyalovtal mapdAAnia ta

2.  E€aywyn kamolag xpnowung mAnpodopiag ano Sedopéva rou éxouv avaldBel
KaOe eyypadr (map) Kot eKropnn evélapeoou * KaBe worker node amoBnkeveL To anotéAeopa oto
amoteA€éopatog pe tn popdn (intermediate_key, TOTILKO TOU cUOTNHO apXEiwv amd omou o reducer
value) UTTOPE( va TO pooTtENAOEL

3.  Avakdtepa (shuffle) Twv evSidpeowv * Brua Reduce
QTTOTEAECUATWY OVAECO OTO LNXOVILATA £TOL * [MoAAamAad reduce tasks avaAappfavouv va
WOTE TO eVOLAETA AmOTEAECHATA VLo TO (610 urtoAoyicouv tapEAANAQ GUYKEVTPWTLKA
KAeWSL va givan padl anoteAecpata

4.  YMOAOYLOMOG OUYKEVIPWTLKWY TIHWV yLa T
evdlapeoa anoteAéopata (reduce)

5. AmnmoBOnkeuon TEALKOU QTOTEAECUATOC



ALOYWPLOUOC EPYAOLWV: TL KAVEL O
MPOYPAMUOTLOTNC KoL TL KAVEL TO Hadoop

MPOYPOUOTIOTAC Framework Hadoop
e [padel Tn ouvaptnon map e Avoxn o€ opaApata
* [padeL tn ouvaptnon reduce * AvaBeon workers o€ epyaoieg

* [pddeL To driver mpoypoppa map kat epyacieg reduce

* Metakivnon eneéepyoaociac ota
dedopeva

* Shuffle & sort avokatepa Kot
taélvopnon twyv dedopevwy



TpormoL mpoypoppatiopou oto Hadoop

* Java: mpooPaon otig MARPELS SUVATOTNTEC TOU
MapReduce aAAd SUoKauTA KAl pLeyaAa
Tipoypa AT

* Hadoop streaming: Suvatotnta xprong aAAwv
YAwoowv (m.x. Python, Ruby k.a..)

» Cascading: BLBALOONKN o€ java TTOU ETUTPEMEL TNV
neplypadn data flows mouv petaoxnuatiovral o
Sdlepyaoiec map reduce

* Pig: y\wooa data flow

* Scalding: y\wooa Baclopévn otn Scala mou odnyel
oTn ouyypadr OXETIKA CUVTOUWV TIPOYPAUMUATWV

* Hive: y\wooa napopola pe tnv SQL
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H B€on Ttou Hadoop otnv ayopa

OETIKA

e [priyopn Kol OLKOVOULKNA
enetepyaoiao dedopévwy

* XELPLOUOC TEPACTIWV
TTOCOTATWV AdOuNTWV

 Hadoop Market by Product
(Software, Hardware and Services)
and by Applications - Global
Industry Analysis and Forecast

debopévwy
2018 — 2024 . e Auénuévn {ntnon yla data
https://www.marketresearchengin analytics

e.com/reportdetails/hadoop-
market-share
* H ayopad tou Hadoop avapévetal va

Eemepaoel ta 50 Stoskatoppupla S
nExpL to 2024

APNHTIKA

e Aopalela — LSLwTIKOTNTA

e XapnAn dtabeopotnta
e€elbIkeLUEVOU
TIPOOWTILKOU
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Major Hadoop vendors

* Cloudera  Hadoop sandbox Virtual
Machines (VMs)

e KaBe VM eival «popTwHEVO» LE

¢ IVIapR ’ ’ 7 ’ ’
eval peyalo aplBuo amo epyalela
e Amtattouv pHeyaAn moootnta
https://www.zdnet.com/article/the-new-cloudera- |J.VI"]|.1I’]Q
hortonworks-hadoop-100-open-source-50-boring/ « cloudera CDH 5.8 (4+ GB RAM -2
cores)

* Hortonworks HDP 2.6.3 (8+ GB RAM

cloudera MAPR -4 cores)

Ask Bigger Questions TECHNOLOGIES
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Hadoop Map Reduce

* YITOAOYLOMOC TWV OUVOALKWV
NMWANCEWV ava TTOAN Ao eva
apxeio pe dedopeva mMwANcewv
purchases.txt (202MB)

e EkteAeon kwoka oto Virtual
Machine CDH 4.1.1 tnc Cloudera

* Juyypadn KwoLKka o€ python
(mapper.py, reducer.py) mou UE TO
Hadoop streaming petatpemnetal
O€ jar apyela java

Demo: apaOELYLLA ETIEEEPYOOLAC UE TO

U

UDACITY

Intro to Hadoop and MapReduce by Cloudera

https://www.udacity.com/course/intro-to-hadoop-and-mapreduce--ud617
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